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ABSTRACT

DNA molecules can electrophoretically be driven through a nanoscale opening in a material, giving rise to rich and measurable ionic current
blockades. In this work, we train machine learning models on experimental ionic blockade data from DNA nucleotide translocation through
2D pores of different diameters. The aim of the resulting classification is to enhance the read-out efficiency of the nucleotide identity providing
pathways toward error-free sequencing. We propose a novel method that at the same time reduces the current traces to a few physical
descriptors and trains low-complexity models, thus reducing the dimensionality of the data. We describe each translocation event by four
features including the height of the ionic current blockade. Training on these lower dimensional data and utilizing deep neural networks and
convolutional neural networks, we can reach a high accuracy of up to 94% in average. Compared to more complex baseline models trained on
the full ionic current traces, our model outperforms. Our findings clearly reveal that the use of the ionic blockade height as a feature together
with a proper combination of neural networks, feature extraction, and representation provides a strong enhancement in the detection. Our
work points to a possible step toward guiding the experiments to the number of events necessary for sequencing an unknown biopolymer in
view of improving the biosensitivity of novel nanopore sequencers.
Published under license by AIP Publishing. https://doi.org/10.1063/5.0037938., s

I. INTRODUCTION
Nanopores are nanometer-sized holes in materials, which can
electrophoretically drive biomolecules, such as DNA, RNA, or proteins, through.1–3 The passage of molecules through a pore results in
ionic current and/or electronic signals. These current drops or ionic
current blockades can be used for the detection of the molecules
based on reading-out their identity and sequence or on discriminating among different homopolymers.1,4 The duration of each current
blockade through a nanopore links to the translocation or dwell
time of a biomolecule passing through the nanopore.5 Typically,
the current signals from nanopore experiments need to be postprocessed in order to be analyzed and provide information on either
the molecule type, length, or identity.
Post-processing the nanopore data typically involves the use
of Machine Learning (ML) algorithms. These attempt to translate
the experimental data into base calls6 through proper feature extraction and classification.7–10 To this end, different ML schemes have
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been used, ranging from hidden-Markov-based algorithms11–15 to
neural networks.16–19 Such ML techniques can play a vital role in
processing and recovering the information in the nanopore with
robust statistics by creating automated models. These have shown
the potential to improve the detection accuracy of nanopores and
automatize the read-out of the DNA nucleobases toward ultra-fast
DNA sequencing. To date, algorithms have been trained in order to
process real-time long-read length sequencing data from the MinION nanopore device from Oxford Nanopores.16,20–22 In this way,
a nanopore device, for example, can efficiently identify the position and structure of a bacterial antibiotic resistance island.23 In
order to improve the error rates in the nanopore data, modern
ML methods, such as deep recurrent neural networks, have been
implemented.16
A very important aspect in the analysis of nanopore data is the
classification based on descriptors/features.24 Typically, the dwell
time or the mean current blockade pointing to the most probable
DNA translocation paths is chosen.25,26 The most probable DNA
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translocation paths are typically obtained by considering features
such as the dwell time and blockade current.25,26 Nevertheless, we
have recently shown that the feature “dwell time” is quite inefficient in clustering the different types of molecular events through
a nanopore.27 On a time scale lower than the dwell time, important information on molecular aspects cannot be accessed. We have
instead manifested the appropriateness and efficiency of another
ionic blockade feature, the height.27 Based on an unsupervised clustering of the nanopore data, this feature was shown to clearly identify
specific types of molecular events through the nanopore. Apart from
our own unsupervised clustering approach27 and de novo clustering,28 most ML algorithms are mainly based on supervised learning. The latter focus on either improving the algorithmic scaling
when processing the data or guiding the learning process in order
to optimize the feature space and reduce the error rates.
In view of novel nanopore sequencers and the need of training schemes that can indeed read out the error-free identity or the
sequence of a molecule passing through the pore, we attempt to
train supervised Neural Network (NN) algorithms with experimental nanopore data. The aim is to deduce the most important factors
that can enhance the detection process by minimizing the training
errors. To this aim, here we first propose an efficient encoding of
the input data and show the relevance of the data transformation
in the pre-processing. The latter can significantly improve the data
pipeline, accelerate the DNA classification, and decrease the error in
sequencing. We propose a way to connect the strengths of ML with
the capability of deep learning (DL) models. In this way, it is possible to reduce the complexity of the network, leaving room for its
scalability to richer and more diverse experimental data. Along these
lines, this manuscript is organized as follows: The nanopore data, the
details of the ML methods, and the pre-processing techniques used
for training are presented in Sec. II, followed by the discussion of
the training results and the respective accuracy in Sec. III. The main
outcome and impact of this work is summarized in Sec. IV.

II. METHODOLOGY

scitation.org/journal/jcp

under these experimental conditions with different nanopore diameters, experiment A with a nanopores size of 3.3 nm and experiment
B with a nanopore size of 2.8 nm. From each experiment,29 four
different datasets with raw signals are obtained resulting from the
translocation of the four single DNA nucleotides, dAMP, dTMP,
dGMP, and dCMP [in total, eight different datasets (see Table I)].
The datasets vary strongly with regard to the number of samples
from each experiment and each nucleotide, making the learning process quite challenging. Briefly, the translocation events in the raw
ionic current data were detected by the cumulative sum (CUSUM)
algorithm implemented in the Open Nanopore software.25 The same
algorithm was also used to smoothen the raw signals into piecewise
constant currents, known as “event levels.” The CUSUM algorithm
fits the raw signal from the experiments and provides structure data
files. Briefly, the algorithm first detects the events and then segments
the events into levels. The events are detected using an adaptive
threshold based on local estimates on the mean and standard deviation of the current signal. For the event segmentation, a sequential
change detection algorithm is applied: The cumulated positive parts
of the normalized difference between the current sample value and
the arithmetic mean of the expected value with and without abrupt
changes start a new level, as long as this sum is over a predefined
threshold related to the sensitivity of the algorithm. The open-pore
current corresponds to the current without abrupt changes higher
than the threshold. Each of the structure data files contains the concatenated raw signal, the time unit, the sampling frequency, and the
event database. The latter includes the start and end point for each
event, the number of levels, the dwell time or time of residence in
the pore, and the fitted ionic current blockade values during the
translocation events. In order to provide the range of the current
values in our data, in Table I, the average ionic blockade mean current, average ionic blockade height, average dwell times, and average
number of levels for all concatenated data from both nanopores and
all four nucleotides are also summarized. Due to the large variations in these data, the standard deviations are often very close to
the average values. This is especially the case in the dwell times
and number of levels showing very rich dynamics throughout the
experiments.

A. Data collection
In this work, we use ionic current traces obtained from DNA
translocation experiments through two-dimensional molybdenum
disulfide (MoS2 ) nanopores within a 0.1M aqueous KCl solution
under an additional viscosity gradient and a voltage difference 200
mV across the pore.29 Two sets of experiments were conducted

B. Data pre-processing
1. Feature extraction
The concatenated translocation events as produced by CUSUM
are used for further processing. The representative concatenated

TABLE I. Dataset sizes from the two experiments (Expt. A and Expt. B with nanopore diameters 3.3 nm and 2.8 nm, respectively). The left columns refer to the initial nucleotide
data, while the right two columns (“Training set A” and “Training set B”) refer to the nucleotide data after the detection of outliers. The last three columns summarize the average
ionic blockade mean current, average blockade height, average dwell times, and average number of levels of the concatenated data for each of the nucleotide data and both
experiments. The ionic current blockades are given in nA, and the dwell times are given in ms.

Nucleotide
dAMP
dCMP
dGMP
dTMP

Expt. A

Expt. B

Training set A

Training set B

Mean current

Current height

Dwell time

Number of levels

22
391
757
240

3887
673
121
127

0
391
668
240

3887
672
121
127

0.32 ± 0.11
0.25 ± 0.24
0.19 ± 0.14
0.15 ± 0.13

0.64 ± 0.17
0.77 ± 0.38
0.82 ± 0.36
0.55 ± 0.39

1.84 ± 0.46
1.85 ± 0.78
2.82 ± 1.73
1.20 ± 0.75

5.8 ± 1.5
7.8 ± 2.7
11.6 ± 5.5
5.8 ± 4.3
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FIG. 1. A set of concatenated events for the translocation of dAMP through the nanopore with a diameter of 2.8 nm (Expt. B). Each red block on the left represents an event
of a nucleotide translocating the nanopore in a certain configuration. On the right, the four features for a single nucleotide translocation event are highlighted.

signatures are shown in Fig. 1. In order to reduce the dimensionality of the input, we have extracted certain features. These
have been selected considering physically intuitive aspects, trying
to include information on the dynamics of the translocation process. We encode the ionic current raw signal from the events into
four features. According to our previous work,27 we use here the
following four features: (a) the dwell time (i.e., the duration of a
translocation event), (b) the height of the ionic current blockade
(i.e., the difference between the fitted maximum and minimum values of a single current blockade peak), (c) the ionic blockade mean
current (mean) (i.e., the average current value), and (d) the levels
(i.e., the number of distinct current jumps within a single translocation event). These features are labeled in Fig. 1. From these four
features, especially the ionic blockage height was previously shown
to provide a unique insight into the different types of nucleotide
translocation.27 Regarding the information on the pore diameter,
this is implicitly included in the selected features as it leads overall to different values in the extreme values of the ionic traces.
Larger pore sizes (see experiment A with 3.2 nm nanopore) provide more noisy signals from nucleotide events due to the smaller
region the molecule blocks during translocation. Accordingly, in the
learning process we propose, the pore diameter is also implicitly
“learned.”
2. Outlier detection
The concatenated data series revealed outlier events, some of
which strongly deviated not only from the ionic current values of
the other events, but also from events obtained from very similar
experimental conditions. The outlier events also were related with a
much longer dwell time coming probably from stagnation within the
nanopores or even retraction events and are in any case not physical, i.e., they do not correspond to translocation events. Possibly, an
oversensitivity of the CUSUM algorithm could lead to outlier events.
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In any case, previous analysis for the same experimental conditions
has shown that the expected dwell times are within the range of
0 ms–2 ms.29 Translocation times over this range are considered as
non-physical as they indicate stacking of the molecules on or in the
pore and cannot be considered together with all the typical translocation events. Based on all this, a threshold for excluding outlier
events was set at 10 ms. In Fig. 2, the result of the outlier detection is
depicted.
Note that in Fig. 2, most of the outliers are related to dGMP
events. The dGMP molecules are the larger nucleotides meaning that
due to its larger size, it is more prone to stacking or clogging on/in
the pore. Our analysis also revealed that these outliers mainly result
from the dGMP translocation events from Expt. A pointing to the
respective experimental conditions.
C. Machine learning models
In order to employ the learning process especially for the supervised classification task, we have used ML algorithms mostly from
Deep Learning (DL).30 The DL models applied here are widely used
modern architectures, which fit the purpose of the current work.
Accordingly, different learning models will be used as classifiers in
order to compare their performance in predicting the nucleotide
identity, i.e., in reducing the errors in read-out. We briefly refer to
the main characteristics of these methods in the following. Deep
Neural Networks (DNNs) refer to the most general architectures
in the DL field. A network consists of an input layer and an output layer, and many hidden layers consisting of nodes are connected
by edges. This network can approximate a function f by learning
the parameters θ from the initial data x based on best approximating the mapping y = f ∗ (x; θ). The learning data are passed into the
DNN through the input layer. The approximation is computed by
a composition of functions. Briefly, starting with the first hidden
layer, the value of each node is calculated by applying an activation
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FIG. 2. Detection of outlier events in the data from both Expt. A and Expt. B. The left panel depicts all data with respect to the two features of the ionic current blockade and
the dwell time, while the right panel reveals the same feature space after the outliers have been removed based on the cutoff for a dwell time below 10 ms.

function to the weighted values of the connected nodes plus the
bias on each node of a layer. After calculating the error as the loss
between the predicted value and the true value, the error is propagated back through the network, changing the weights and the biases
to improve the following predictions.
Convolutional Neural Networks (CNNs)31 improve on this
architecture. CNNs are specialized in the detection of local patterns. Utilizing the convolution operation, they learn features from
the patterns in the data.32 The latter is being done by scrolling
through the data and producing feature maps that connect to the
next layer in the CNN.33 The input of the CNNs consists of an
n-dimensional tensor. This tensor could refer to, for example, twodimensional images with three color channels or one-dimensional
genomic sequences with one channel per nucleotide.34 Convolutional layers are also known as pooling layers, which allow the network to learn its own abstract features automatically. Another family
of NNs specialized in processing time series data is Recurrent Neural Networks (RNNs).35 Through the sharing of parameters across
different parts of the model, RNNs are able to learn patterns more
easily even when these occur at different time steps. The Long ShortTerm Memory (LSTM)36,37 network can efficiently implement these
parameters sharing through a gated memory. Each LSTM cell uses
recurrent units with self-learned gating, capable of saving, rewriting, and forgetting information, through the so-called “short-term
memory.” This mitigates problems concerning long learning dependencies that occur in other RNNs. Finally, XGBoost38 is named
in short for extreme gradient tree boosting and uses an optimized
ensemble of classification and regression tree model.39 It is a ML
scheme with a high performance on many standard classification
benchmarks while running significantly faster than other popular
methods.39
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D. Implementation and optimization
For the three different deep learning architectures used here,
we choose the implementation in the open-source deep learning
library Keras.40 This is a high-level API for building and training
deep learning models that work with TensorFlow41 running in the
back end. The scalable ML system for the XGBoost method is available as an open source package.38 In the pre-processing pipeline, the
feature extraction is implemented using the software package scikitlearn library.42 The features used to train the ML algorithms are
extracted, after the CUSUM algorithm is applied on the raw ionic
current traces and the outliers have been removed. Whereas the
learning data for the DNN and the CNN models are the four featureencoded current traces, for the baseline models using XGBoost and
LSTM, the training data are the CUSUM level-fitted ionic current traces. The data are normalized during the training process.
In the case of LSTM, we implement an additional module in the
data pre-processing pipeline that equalizes the length of the input
data using masking and padding techniques. In order to optimize
the topology of all these architectures and deal with the overfitting, we have tuned for every model the relevant hyperparameters
summarized in Table II. For this, we use standard hyperparameter
optimization practices. Further standard procedures, such as early
stopping,30 are applied in order to reduce overfitting. Early stopping is applied in all learning models to stop the training when
the validation loss value diverges after a certain number of epochs
that varies among the methods. Tuning the batch size can also control the fluctuations of the validation accuracy. In order to increase
the speed of convergence and decrease the overfitting, we use high
values for the batch size, typically about half that of the training
set.
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TABLE II. A list of the hyperparameters and the range they are tuned in for the four
networks, CNN, DNN, LSTM, and XGBoost, separated by the double horizontal lines.

Hyperparameter

Range

CNN
Number of hidden layers
Number of filters
Kernel size
Activation function
Number of units in a hidden layer
Regularization parameter

2, 3, 5, 6, 10
10, 20, 50, 100, 200
2, 3
tanh, ReLU
4, 10, 20
10−4 , 10−5 , 10−6 , 10−7

DNN
Number of hidden layers
Number of nodes per layer
Activation function
Regularization parameter

2, 3, 5, 6, 10
4, 10, 20, 50, 100
tanh, ReLU
10−3 , 10−4 , 10−5 , 10−6

LSTM
Number of layers
Memory units
Dropout rate
Learning rate
Masking
Padding

2, 3
10, 20, 40
0, 0.1, 0.3
0.1, 0.01, 0.001
Boolean
Zero right, baseline

XGBoost
Depth
Number of estimators
Learning rate

2, 4, 6, 8
50, 100, 200, 400
0.1, 0.01, 0.001

Overall, in the learning process, the training-validation-test
dataset is split into the ratio 60% vs 20% vs 20%. In order to quantify
the differences of the models, the best performing model is evaluated
on 10 different train-test-splits. In addition, the mean and standard
deviation of the evaluation scores are calculated. The performance

scitation.org/journal/jcp

of each model is evaluated based on the accuracy and the weighted
F1-score. The latter is the F1-score weighted with the support of the
respective class. Specifically, the accuracy (“acc”) and the F1-score
(“f1”) are calculated34 for every model through the following two
equations:
#TP + #TN
,
#samples

(1a)

2 ∗ recall∗precision
,
recall + precision

(1b)

acc =
f1 =

#TP
where the precision and recall are given through precision = #TP+#FP
#TP
and recall = #TP+#FN
, respectively. In these equations, #TP, #TN,
#FP, and #FN correspond to the number of true positives, true negatives, false positives, and false negatives, respectively. Recall refers to
the percentage of corrected classified samples of a class (#TP) over
this #TP plus the wrong classified samples of the same class (#FP).
The precision is defined similarly.

1. Normalization: Gray-scale images
It is known that CNN models perform very well in the field of
image processing.31 In order to harness this power, the DNN and
the CNN models are trained on the four features mapped into 4 × 1
images. These images are obtained by normalizing the feature values
to a gray-scale value range. This is based on a pre-processing technique that generates images assigning different gray values to the
four different nucleotides in DNA.43 According to this, four float
different gray values within the range [0–1] are assigned to the different DNA nucleotides, converting the sequence of DNA molecules
into gray-scale rows. Each row is concatenated generating 2D images
as the input for the 2D CNN model. Since the datasets used here
correspond to translocation events of single nucleotides, instead of
relating each pixel to a categorical value or a nucleotide label in a
DNA sequence, the pixels correspond to the features. These are again
obtained in the pre-processing of the two experiments as separate
channels. The data are normalized in the range [0–255] in the gray

FIG. 3. The encoding process of
mapping the ionic current raw signals,
by means of the physical descriptors/features into gray-level scale
images. The encoding is followed by the
training procedure and the prediction of
the nucleotide identity at the end of the
pipeline. The images include four pixels
corresponding to the four features for
each single translocation experiment of
a certain nucleotide.
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scale. These 1D by four pixels images will be used as the input for
the NN architectures, such as the fully connected NN and the CNN
models. The raw signal of the events from both experiments will be
used as the input for the LSTM model and XGBoost. The pipeline we
have generated for the data transformation into gray-scale images is
depicted in Fig. 3.
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TABLE III. Classification performance of the different ML algorithms based separately
on the data from experiments A (top results) and B (intermediate results) as well as
from the combination of data from both experiments A + B (bottom results). The pore
diameters are also indicated. Note that we have presented error values up to the
second digit after the comma. For Expt. B, thus also for some of the Expt. A + B
results, the error is not 0, but in the order of 0.001. In order to keep it consistent with
the other values, this was rounded to zero.

Method

Accuracy

F1-score

Expt. A (3.3 nm)
CNN
DNN
LSTM
XGBoost
Most frequent

0.88 ± 0.01
0.86 ± 0.01
0.65 ± 0.22
0.79 ± 0.02
0.53

0.87 ± 0.01
0.86 ± 0.01
0.64 ± 0.22
0.78 ± 0.02
0.37

Expt. B (2.8 nm)
CNN
DNN
LSTM
XGBoost
Most frequent

0.94 ± 0.01
0.93 ± 0.00
0.81 ± 0.00
0.95 ± 0.00
0.81

0.93 ± 0.00
0.92 ± 0.00
0.72 ± 0.00
0.95 ± 0.00
0.72

Expt. A + B
CNN
DNN
LSTM
XGBoost
Most frequent

0.92 ± 0.00
0.88 ± 0.00
0.67 ± 0.04
0.90 ± 0.01
0.63

0.91 ± 0.00
0.88 ± 0.01
0.60 ± 0.09
0.90 ± 0.01
0.48

III. RESULTS AND DISCUSSION
In our classification model, we focus on the efficiency in
predicting the nucleotide identity (dAMP or dTMP or dCMP or
dGMP). To this end, we first discuss the classification performance
of the different nucleotides using the data from individual experiments (i.e., one pore diameter) and then proceed with combining the
data from the different nanopore experiments (i.e., both pore diameters). In the end, we comment on the connection of the classification
schemes representative of unsupervised learning to the supervised
models used in this work.
A. Performance on classification of nucleotides
1. Individual experiments
The performance of the ML methods is first evaluated separately for each nanopore device, that is, separate learning processes
are carried out for the two experiments. The results on the accuracy obtained for each experiments are summarized in Table III. All
numbers are given with an accuracy up to the second decimal digit.
As a first observation, the results from Expt. B are better, i.e., they
lead to a higher accuracy and higher learning scores. However, this
could be expected as part of the data (for dAMP and dCMP) in Expt.
A are poorer than in Expt. B. Accordingly, the networks are trained
with an overall richer dataset in the case of Expt. B. In the case of the
dGMP translocation data from Expt. A, the feature “ionic blockade
height” does not extract high correlations due to the longer dwell
times of this dataset compared to the rest. As a result, due to its
unclear cluster representation, the feature space does not allow for
the ML model to well fit the data.27 This is though the only dataset
where this situation was observed. Nevertheless, the CNN and DNN
algorithms deal with low-correlated data more efficiently than the
LSTM and XGBoost models.
For a further comparison of the learning methods, one should
focus on the scores observed for a dummy classifier (see the scikit
library) choosing always the most frequent class. It can be observed
in Table III that DNN and CNN models are the models that better adapt to the noise of the data and provide a better prediction. Nonetheless, the accuracy of every method decreases with an
increase in the pore size. However, this could not be strictly related
to the pore size, but partly also on the sparsity of the data for the
larger pore, as mentioned above. For well-clustered datasets such as
the ones in experiment B, XGBoost and CNN are better alternatives
than the RNN LSTM algorithm. However, CNN shows the highest
prediction efficiency among all learning schemes even for datasets
with very long dwell times such as dGMP from experiment A. In
any case, for both experiments, the efficiency of the signal encoding
through the data transformation we propose here is very promising.
As a general remark, the performance of the DNN architecture for
both nanopores is more efficient and accurate than LSTM, though
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it does not reach the robustness of our novel CNN method for the
encoded time series.
2. Combination of pore sizes
We next combine the data from both experiments A and B to
train our ML models. The results are also summarized in Table III.
The most important observation is that the combination of all data
leads overall to a very good prediction efficiency. This holds for all
learning schemes apart from LSTM. In fact, the training and prediction efficiency is better than those from Expt. A alone and only
a bit lower than those from Expt. B alone. This is a very interesting
and promising result. The data used to train from both experiments
are of course richer than those from the separate experiments. However, this alone does not justify the higher accuracy and the score.
We have combined similar types of data, i.e., the features from ionic
current time series, but from different nanopores. Overall, different
pore sizes generate completely different configurations in the feature
space for the same nucleotide type. Accordingly, the data we have
combined from the two experiments do correspond to different values and clusters in the feature space. To this end, the fact that the
accuracy especially in the CNN training very close to that of Expt. B
shows that combining distinct regions in the feature space, i.e., distinct values of the features, together with an optimum design/choice
of the network can lead to very good predictions, i.e., enhance the
read-out of nanopore data.
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In order to further elucidate the differences among the results
from all learning schemes, we have computed the confusion matrices for every scheme in Fig. 4. Figure 4 reveals the influence, i.e.,
the quality of the specific datasets. Note that each dataset refers to
the translocation of a certain nucleotide for both nanopores. That
is, the data from both nanopores are considered for calculating the
confusion coefficients for each nucleotide and each learning scheme.
Figure 4 shows the relation of the true identity (label) of a nucleotide
compared to the predicted identity (label). A strong diagonal, that
is, high (blue) values on the diagonal of each panels, corresponds
to a very good efficiency of the training model for all nucleotide
datasets. This holds for DNN, CNN, and XGBoost. The LSTM
model does not learn the sparser dGMP and dTMP datasets well.
Accordingly, the other models (DNN, CNN, and XGboost) can deal
with data issues, such as dataset sparsity or large deviations in the
values of the features. The latter could refer to, for example, long
dwell times. The results in Table III and Fig. 4 underline a deep
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relation between clear cluster representations and the performance
of the ML classifiers, that is, unsupervised and supervised learning
schemes.
The results from the combination of the two experiments reveal
the ability of the CNN and DNN algorithms to adapt to the feature space even with low-correlated datasets, in the case of dGMP
data from Expt. A combining experiments. Our encoding techniques
implicitly include the pore size information through the physical
features based on the well-defined and non-overlapping clusters
observed previously in the feature space.27 This provides a flexibility in incorporating more pore sizes to the training, thereby upscaling the model. Regarding the technical side of these results,
dealing with outlier-prone datasets has been proven very demanding. Many concepts of data pre-processing and model refinement
have to be applied to optimize the results. We could show that
a physically motivated encoding of events can lead not only to
a good performance, but to reduce the dimensionality. Regarding

FIG. 4. Confusion matrices for the LSTM,
XGBoost, DNN, and CNN models as
denoted by the labels. All datasets from
both experiments are represented. The
“True label” and “Predicted label” refer
to the true and predicted identity of the
nucleotides.
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further optimization of the learning schemes alone, there is room for
enhancing the efficiency of the XGBoost model. The LSTM model
could be further refined using models capable of processing inputs
with variable lengths and class weightings. The large number of
parameters of the LSTM model makes it more dependent on a huge
training dataset and more stiff, something that might hinder a very
good performance in the case of quite diverse data. On the other
hand, simpler models as the XGBoost model may show a better
efficiency together with a lower computational demand. Accordingly, future read-out algorithms for nanopore DNA sequencers
could use the encoding in traditional features together with the
very promising “ionic blockade height” to enhance their prediction possibilities. As a final and general remark, we have clearly
shown a strong improvement on the efficiency of supervised models
encoding the data using unsupervised learning and data transformation techniques. Inspection of both the accuracy values in Table III
and the confusion matrices in Fig. 4 can provide an indication of
the minimum number of translocating DNA molecules needed for
obtaining a high base-calling accuracy from nanopores. The confusion matrices hint to a higher accuracy with the XGBoost and the
dAMP data (≈4000 events), while the next best results were obtained
for dCMP (≈1100 events) and the CNN training. The accuracy for
dAMP and XGBoost drops to 90% when all datasets are considered (see Table III). This drop occurs due to the inclusion of the
sparser datasets, especially that for dTMP (≈370 events). Accordingly, translocation events in the range of 4000 are expected to
provide high base-calling accuracy, at least for single nucleotides.
Note that here we refer to the total dataset size and not the training
set size.

IV. SUMMARY
In this work, we have used the data from nanopore experiments
to train deep learning networks. These data include a time series
of ionic current traces through 2D MoS2 nanopores. We had previously proposed based on unsupervised machine learning that the
feature “ionic blockade height” is superior to other commonly used
features for nanopore read-out. We further show how this feature
can be used as an input for supervised machine learning in order
to predict DNA nucleotides. Specifically, the ionic blockade height
along with the dwell time, the ionic current mean, and the number of
levels create a four-dimensional input space, which is more efficient
than the raw signal of the nucleotide events. Our CNN and XGBoost
models reach a better accuracy than LSTM. We have shown that by
transforming a time series into 1D-images, a better nucleotide classification can be achieved. The CNN model can clearly identify the
nucleotides learning from a low dimensional and small dataset. This
supports the connection between the unsupervised analysis and the
supervised classification. The development of robust features that
separate efficiently the nucleotide clusters in the feature space translates into a simplification of the network complexity. A high clustering score provides a measure of how well a deep learning model can
classify. For only two different pore sizes, we have shown that CNN
and a ML model such as XGBoost are both efficient in making predictions. Nonetheless, CNN has a greater potential and scalability,
as it is a simple architecture that can be extended to more complex
cluster situations.
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The main goal of the project is to train different ML models in
order to classify nucleotide datasets from nanopore translocations.
Nevertheless, the largest impact of this work is related to the importance of the feature “ionic blockade height.” This feature encodes
the dynamics of the events into one current value. In combination
with the other descriptors, it can generate well dense and separated clusters in the feature space. Regarding the results, we can see
clearly that the clustering score from the feature space analysis is
related to the accuracy of our ML methods. The better the clustering score from the feature space, which corresponds to the input
space in our models, the better the accuracy in the classification.
Accordingly, here we propose a pathway to connect the strengths
of ML with the capability of deep learning (DL) models. The former focuses more on the feature design side, while the latter typically
incorporates the data into the model as a raw input. In this way, it
is possible to reduce the complexity of the network, leaving room
for its scalability to larger and diverse data types, i.e., new pore sizes
and a greater number of data. Our work is in fact an important step
toward a general model incorporating nanopore devices with different pore sizes. In view of read-out algorithms for next-generation
nanopore DNA sequencers, a time series encoding applied in the
pre-processing of DL methods can become a faster alternative to
LSTM models trained on raw signals. We focus on comparing different learning algorithms rather than using other types of frameworks, such as Chiron.19 We do not only aim at showing that we can
successfully base-call our data but also mainly hope to explore physically intuitive features pointing to further investigations toward the
understanding of the translocation events and possible signal compression. From a technical point of view, the RNN algorithm is used
to extract the information from the raw signal (essentially the topology) of the same base and not from the surrounding bases. The
output of an algorithm such as Chiron is a list of nucleobases (or
probabilities), and our output is just one label (the name of the
nucleotide). This can potentially significantly enhance the learning
scheme.
Having proven the applicability of our deep learning scheme
on DNA nucleotides, we can further extend it for other types of
biomolecules or other types of time series. This can in turn be
valuable not only for classifying biomolecules through nanopores
but also for understanding the topology and dynamics during the
translocation. Specifically, in view of sequencing, longer molecules
are of interest. For these, the complexity is richer than what was
presented in the current study. We tackle this issue step-wise. Here,
we focus on well defined single-nucleotide specific data, which better serve the purpose of a proof-of-concept. Our aim was to show
the applicability and suitability of our approach for these data
in order to then increase the complexity. In view of sequencing
long biomolecules, one needs to take more influencing factors into
account. These include the noise in the current signals from the
backbone, the conformational fluctuations of the biomolecules, possible stacking of the DNA in the pore, and so on. We are currently
dealing with these issues. The preliminary results reveal that our
model can be applicable on more complex data from single- and
double-stranded DNA translocation events. Although deep learning models are not always easily transferable, the pipeline we propose here is general and can combine data from different pores. We
expect that mainly the pre-processing of the data and the type and
number of features should be extended. Possibly, another feature
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needs to be extracted in order to account for the higher complexity of
the long biopolymer data. Overall, our work provides an important
methodological alternative toward the error-free read-out of ultrafast nanopore sequencers. Despite the proof-of-principle nature of
this study in pointing to possible directions in the field of basecalling with nanopores, it could estimate the minimum number of
about 4000 translocation events for nucleotides in order to reach
a high accuracy. This number should decrease if the biopolymer is
longer. Hence, we provide a rough upper bound to the minimum
number of translocating molecules. Finally, a strong novelty of what
our work proposes is the connection of unsupervised and supervised learning together with the combination of NN algorithms. This
approach sets the pathway in enhancing the read-out efficiency of
modern nanopore sequencers.
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